Comparing Spatial Maps of Human Population-Genetic Variation Using Procrustes Analysis

Chaolong Wang* Zachary A. Szpiech† James H. Degnan‡
Mattias Jakobsson** Trevor J. Pemberton†† John A. Hardy‡‡
Andrew B. Singleton§ Noah A. Rosenberg¶

*University of Michigan, chaolong@umich.edu
†University of Michigan, szpiechz@umich.edu
‡University of Canterbury, j.degnan@math.canterbury.ac.nz
**Uppsala University, mattias.jakobsson@ebc.uu.se
††University of Michigan, trevorjp@umich.edu
‡‡University College London, j.hardy@ion.ucl.ac.uk
§National Institute on Aging, singleta@mail.nih.gov
¶University of Michigan, rnoah@umich.edu

Copyright ©2010 The Berkeley Electronic Press. All rights reserved.
Comparing Spatial Maps of Human Population-Genetic Variation Using Procrustes Analysis*

Chaolong Wang, Zachary A. Szpiech, James H. Degnan, Mattias Jakobsson, Trevor J. Pemberton, John A. Hardy, Andrew B. Singleton, and Noah A. Rosenberg

Abstract

Recent applications of principal components analysis (PCA) and multidimensional scaling (MDS) in human population genetics have found that “statistical maps” based on the genotypes in population-genetic samples often resemble geographic maps of the underlying sampling locations. To provide formal tests of these qualitative observations, we describe a Procrustes analysis approach for quantitatively assessing the similarity of population-genetic and geographic maps. We confirm in two scenarios, one using single-nucleotide polymorphism (SNP) data from Europe and one using SNP data worldwide, that a measurably high level of concordance exists between statistical maps of population-genetic variation and geographic maps of sampling locations. Two other examples illustrate the versatility of the Procrustes approach in population-genetic applications, verifying the concordance of SNP analyses using PCA and MDS, and showing that statistical maps of worldwide copy-number variants (CNVs) accord with statistical maps of SNP variation, especially when CNV analysis is limited to samples with the highest-quality data. As statistical maps with PCA and MDS have become increasingly common for use in summarizing population relationships, our examples highlight the potential of Procrustes-based quantitative comparisons for interpreting the results in these maps.

KEYWORDS: multidimensional scaling, population genetics, principal components analysis, Procrustes analysis

*We are grateful to J. Akey and J. Novembre for assistance with the data from their papers. We thank T. Jombart and an anonymous reviewer for comments on the manuscript. This work was supported in part by NIH grants R01 GM081441 and T32 GM070449, by a Burroughs Wellcome Fund Career Award in the Biomedical Sciences, by an Alfred P. Sloan Research Fellowship, and by the Intramural Research Program of the National Institute on Aging, National Institutes of Health, Department of Health and Human Services (project number Z01-AG000932-02).
Introduction

Multivariate analysis techniques such as principal components analysis (PCA) and multidimensional scaling (MDS) are often used with population-genetic data to produce “statistical maps” of sampled individuals or populations (Menozzi et al., 1978; Zhivotovsky et al., 2003; Patterson et al., 2006; Novembre and Stephens, 2008). With these techniques, each sampled individual or population is represented as a point in a Euclidean vector space in such a manner that the placement of points carries information about the similarity of the genotypes in the underlying individuals or populations. Applications to population-genetic data of PCA, MDS, and other multivariate techniques have recently been reviewed by Jombart et al. (2009).

Many PCA and MDS studies of population-genetic data have posed questions about the relationship of two or more such statistical maps, or about the relationship of a statistical map of population-genetic samples to a map of another type, such as a geographic map. For example: (1) does a statistical map of populations obtained from data match the statistical map predicted by a model (Novembre and Stephens, 2008; McVean, 2009)? (2) Does a statistical map of populations match the geographic map of their sampling locations (Ramachandran et al., 2005; Heath et al., 2008; Jakkula et al., 2008; Jakobsson et al., 2008; Lao et al., 2008; Novembre et al., 2008; Tian et al., 2008; Chen et al., 2009; Price et al., 2009; Xu et al., 2009)? (3) Does a statistical map of individuals in one type of analysis match a statistical map in another type of analysis of the same samples (Jakobsson et al., 2008)? For each of these questions, two maps are paired, typically in two dimensions, so that each data point in one map corresponds to a particular data point in the other map.

Comparisons between two or more such maps that involve population-genetic data have generally been assessed in a qualitative manner, by visual evaluation. To provide a sensible quantitative approach for map comparison, we suggest that another technique, namely the Procrustes method (Dryden and Mardia, 1998; Cox and Cox, 2001; Gower and Dijksterhuis, 2004), can be borrowed from multivariate analysis. With this approach, each of two maps is transformed, preserving relative distances among pairs of points within each map. The transformations that maximize a measure of the similarity of the transformed maps are then identified, and the similarity score between the two optimally transformed maps is obtained. A permutation test can then evaluate the probability that a randomly chosen permutation of the points in one of the maps leads to a greater similarity score than that observed for the actual data points (Jackson, 1995; Peres-Neto and Jackson, 2001).

Here, we illustrate the applications of Procrustes analysis in population genetics, in scenarios that exemplify some of the questions posed above. First, we compare a two-dimensional PCA map on the basis of single-nucleotide polymorphism (SNP) data from European populations to a geographic map of population sam-
pling locations. We next perform a similar computation for worldwide SNP data with a geographic map and an MDS map generated by classical metric multidimensional scaling (hereafter, labeled simply an “MDS map” for brevity). Our third example compares MDS and PCA maps based on SNP data from different but overlapping worldwide samples. Finally, again using worldwide samples, we compare two-dimensional MDS maps on the basis of copy-number variant (CNV) data to a SNP-based MDS map. These various examples support the view that statistical maps on the basis of SNPs and CNVs in human populations have a high level of agreement with each other and closely reflect geography.

The Procrustes approach

We briefly review the basic Procrustes technique for the population-genetic context. Details of the approach appear elsewhere (Dryden and Mardia, 1998; Cox and Cox, 2001; Gower and Dijksterhuis, 2004), and our description largely follows Cox and Cox (2001). Consider two matrices, $X = (x_1, \ldots, x_n)^T$ and $Y = (y_1, \ldots, y_n)^T$. $X$ is $n \times p$, and each row in $X$ corresponds to one of $n$ points in $\mathbb{R}^p$; $Y$ is $n \times q$, and each row in $Y$ corresponds to one of $n$ points in $\mathbb{R}^q$. The points are paired, so that $x_r$ and $y_r$ represent coordinate vectors of taxon $r$ in $\mathbb{R}^p$ and $\mathbb{R}^q$, respectively. The $X$ and $Y$ matrices can be viewed as describing two separate sets of coordinates for the same $n$ taxa (two “maps” of the taxa). It is not required that $p$ and $q$ be equal, but in our applications, $p = q = 2$, representing two-dimensional spaces. The “taxa” can be either populations or individuals, depending on the particular case considered.

The Procrustes method aims to find the transformations, $f^*$ and $g^*$, that minimize a function $d(f(X), g(Y))$ over all choices $f$ and $g$ that preserve relative pairwise distances among points in $X$ and among points in $Y$, respectively. First, $|p - q|$ columns of zeros are added at the end of the matrix with fewer columns in order to place both sets of points in the same $k$-dimensional space, with $k = \max(p, q)$. Thus, both $X$ and $Y$ become $n \times k$ matrices. Without loss of generality, $g^*(Y) = Y$ can be assumed, so that only $X$ is transformed. The transformation $f$ can be written as $f(x_r) = \rho A^T x_r + b$, where $\rho$ is a scalar dilation, $A$ is a $k \times k$ orthogonal matrix representing a rotation and possibly a reflection, and $b$ is a $k \times 1$ translation vector.

The objective function $d$ to be minimized is the sum across taxa of squared Euclidean distances between corresponding coordinates of the taxa in the matrices $f(X)$ and $Y$, or

\begin{equation}
(1) \quad d(f(X), Y) = \sum_{r=1}^{n} (y_r - f(x_r))^T (y_r - f(x_r)).
\end{equation}

Let $X_0$ be an $n \times k$ matrix, with each row equal to $x_r^T = \sum_{r=1}^{n} x_r^T / n$. Similarly,
let $Y_0$ be an $n \times k$ matrix with each row equal to $y_0^T = \sum_{r=1}^n y_r^T / n$. Here, $x_0^T$ and $y_0^T$ represent the centroids of the points in $X$ and $Y$, respectively. We use $X_c$ and $Y_c$ to represent $X$ and $Y$ after centering points in the matrices around $x_0^T$ and $y_0^T$, respectively. Thus, $X_c = X - X_0$ and $Y_c = Y - Y_0$.

Writing the singular value decomposition of $C = Y_c^T X_c$ as $C = U\Lambda V^T$, where $U$ and $V$ are $k \times k$ orthonormal matrices and $\Lambda$ is a $k \times k$ diagonal matrix of singular values, the solution $f^*$ has

$$A = VU^T$$

$$\rho = \frac{\text{tr}(\Lambda)}{\text{tr}(X_c^T X_c)}$$

$$b = y_0 - \rho A^T x_0$$

$$d(f^*(X), Y) = \frac{\text{tr}(Y_c Y_c^T) - [\text{tr}(\Lambda)]^2}{\text{tr}(X_c^T X_c) \text{tr}(Y_c Y_c^T)}$$

where “tr” represents the trace of a matrix. The solution can be viewed as providing a method for optimally representing $X$ and $Y$ on the same coordinate system, so that the sum of squared distances between corresponding points of $X$ and $Y$ is minimized. The minimum is $d(f^*(X), Y)$, which can be scaled by dividing by $\text{tr}(Y_c Y_c^T) = \text{tr}(Y_c(Y_c)^T)$ to give the Procrustes statistic

$$D(X, Y) = 1 - \frac{[\text{tr}(\Lambda)]^2}{[\text{tr}(X_c^T X_c) \text{tr}(Y_c Y_c^T)]}.$$ 

Considering all possible $X$ and $Y$, this quantity has minimum 0 and maximum 1.

A permutation approach can be used for evaluating the similarity of the two corresponding sets of coordinates (Jackson, 1995; Peres-Neto and Jackson, 2001). The similarity of $X$ and $Y$ is computed as $t(X, Y) = \sqrt{1 - D(X, Y)}$. A permutation distribution of $t$ can be obtained by choosing random permutations $X'$ of the rows of $X$ and evaluating the distribution across permutations of $t(X', Y)$. Using $t_0$ for the value of $t$ from the unpermuted matrices, $P[t(X', Y) > t_0]$ gives the probability that a random pairing of the taxa in $X$ and $Y$ leads to greater similarity than the actual pairing. Each of our permutation tests employed 10,000 permutations.

### Genes and geography in Europe

Novembre et al. (2008) compared a two-dimensional PCA map of European samples, obtained by analyzing 197,146 SNPs in 1,387 individuals from 36 countries, to a geographic map of sampling locations. They examined rotations of the coordinates of the points in the two-dimensional plot of PC1 and PC2, determining the angle of rotation around the origin (PC2,PC1)=(0,0) that maximized the sum of the correlation with longitude of the first coordinate in the rotated PC space and the correlation with latitude of the second coordinate in the rotated PC space. This
analysis found that a $16^\circ$ counterclockwise rotation of the PCA plot most closely resembled the geographic map. To qualitatively demonstrate the resemblance, their Figure 1a provided a striking juxtaposition of the rotated PCA plot alongside a geographic map of Europe. Similar results have been presented by Heath et al. (2008) and Lao et al. (2008).

With the Procrustes approach, it is further possible to superimpose the Novembre et al. (2008) genetic and geographic maps of Europe in a manner that minimizes the sum across countries of squared distances between geographic coordinates and transformed PCA coordinates. For our analysis, the (PC2,PC1) and (longitude, latitude) coordinates of the samples were kindly shared by J. Novembre. Multiple individuals were sampled per country, with all individuals assumed to have the same geographic coordinates. For each country, from (longitude, latitude) coordinates $(\lambda, \phi)$ measured in degrees, we used the Gall-Peters projection, an equal-area projection that preserves distance along the $45^\circ$N parallel, to obtain rectangular coordinates $(R\pi\lambda\sqrt{2}/360^\circ, R\sqrt{2}\sin \phi)$, where $R$ represents the radius of the earth.

These geographic coordinates are plotted in Figure 1A. For each country, we also obtained the centroid on the Novembre et al. (2008) PCA plot of the individuals sampled from the country. Using the 36 pairs of geographic and PCA coordinates, we employed eqs. 2-4 to identify the optimal transformation for aligning the PCA coordinates with the (Gall-Peters-projected) geographic coordinates. This transformation was then applied to the (PC2,PC1) coordinates of all sampled individuals. Figure 1B shows the Procrustes-transformed coordinates of the PCA plot, superimposed on the geographic map of Europe. The centroid of the 36 sets of geographic coordinates and the centroid of the 36 sets of PCA coordinates coincide at $47.539^\circ$N $15.498^\circ$E, $\sim$100 km southwest of Vienna, Austria. The rotation applied to the PCA coordinates is $8.860^\circ$ counterclockwise, reasonably close to the rotation angle of $16^\circ$ obtained by the method of Novembre et al. (2008). Note, however, that beyond the difference due to our use of Procrustes analysis, two differences exist between our analysis and that of Novembre et al. (2008). First, we applied a projection to the (longitude, latitude) geographic coordinates, whereas Novembre et al. (2008) used unprojected coordinates. When we repeat our Procrustes analysis using unprojected coordinates, we obtain $10.500^\circ$ for the angle of rotation. Second, in aligning genetic and geographic coordinates, we used centroid coordinates for each country, whereas in the analysis of Novembre et al. (2008), coordinates were aligned at the individual level (treating all individuals from the same country as having identical coordinates). When we repeat our analysis using individual coordinates, we obtain $16.428^\circ$ for the rotation angle. Further, if we use unprojected geographic coordinates and individual rather than centroid coordinates, as was done by Novembre et al. (2008), we obtain a rotation angle of $16.050^\circ$, in close agreement with the $16^\circ$ angle of Novembre et al. (2008).
Wang et al.: Procrustes Analysis in Population Genetics

Figure 1: Procrustes analysis of genetic and geographic coordinates in Europe, based on data from Novembre et al. (2008). (A) Geographic coordinates for 36 countries. (B) Procrustes-transformed plot of the first two principal components of genetic variation. The plot is centered at the geographic centroid of the populations. Individuals are represented by two- and three-letter abbreviations, and circles represent the centroids of the PCA coordinates for individuals from a country. Abbreviations are as follows: AL, Albania; AT, Austria; BA, Bosnia-Herzegovina; BE, Belgium; BG, Bulgaria; CH, Switzerland; CY, Cyprus; CZ, Czech Republic; DE, Germany; DK, Denmark; ES, Spain; FI, Finland; FR, France; GB, Great Britain; GR, Greece; HR, Croatia; HU, Hungary; IE, Ireland; IT, Italy; KS, Kosovo; LV, Latvia; MK, Macedonia; NL, Netherlands; NO, Norway; PL, Poland; PT, Portugal; RO, Romania; RS, Serbia and Montenegro; RU, Russia; SC, Scotland; SE, Sweden; SI, Slovenia; SK, Slovakia; TR, Turkey; UA, Ukraine; YG, Yugoslavia. Population labels follow the color scheme of Novembre et al. (2008). The figures are drawn according to the Gall-Peters projection.

Applying the permutation test with our analysis relying on projected geographic coordinates and population centroids, we find that \( t_0 = 0.874 \), with \( P < 0.0001 \) that a random permutation of the labels in the PCA plot produces greater similarity to the geographic coordinates than that seen with the correct labels (Figure 2). Thus, the pattern of relative distances among points in the PCA plot has a demonstrably high degree of similarity to the corresponding pattern of relative distances in the geographic map. Through a quantitative assessment of this similarity, our computations confirm the qualitatively striking concordance of genetics and geography reported by Novembre et al. (2008).
We next performed an analogous alignment of coordinates computed from genetic data to geographic sampling locations, for samples collected worldwide. In an analysis of 512,762 SNPs in 443 individuals from 29 worldwide human populations, Jakobsson et al. (2008) obtained a two-dimensional MDS plot on the basis of an individual-level pairwise allele-sharing genetic distance matrix. Qualitatively, the MDS plot resembled a geographic map of the sampling locations, with the axes corresponding largely to latitude and longitude. This same phenomenon is visible in the work of Li et al. (2008) and Biswas et al. (2009).

To quantitatively assess the resemblance, we Procrustes-transformed SNP-based MDS coordinates to produce an optimal alignment with geographic coordinates. For this analysis, we used coordinates of an MDS plot based on a population-level genetic distance matrix. We used microsat (Minch et al., 1998) to obtain the allele-sharing genetic distance matrix (Mountain and Cavalli-Sforza, 1997) between populations for the data of Jakobsson et al. (2008). Classical metric multidimensional scaling was applied to the matrix, using the cmdscale command in R (Ihaka and Gentleman, 1996). For the geographic coordinates, we used (Gall-Peters-projected) latitudes and longitudes from Table S6 of Jakobsson et al. (2008).

Figure 3A shows the geographic coordinates of the 29 populations, drawn on a world map. Figure 3B provides the Procrustes-transformed two-dimensional MDS
Figure 3: Procrustes analysis of genetic and geographic coordinates worldwide, based on data from Jakobsson et al. (2008). (A) Geographic coordinates for 29 populations. (B) Procrustes-transformed MDS plot of genetic variation. The figures are drawn according to the Gall-Peters projection. For each graph, the black open circle represents the centroid of the points plotted.

plot of the genetic data. Although genetic coordinates for some populations are quite distant from the corresponding sampling locations, a geographic pattern in the MDS plot is clear. The value of \( t_0 \) for the genetic and geographic coordinates is 0.799 (\( P < 0.0001 \)), considerably exceeding the similarity values for all 10,000 permutations examined for the labels in the MDS plot (Figure 4). As was true in the case of Europeans, a formal quantitative comparison supports the qualitative resemblance of genetic coordinates to geographic coordinates.

**MDS and PCA**

Our next example considered the similarity of MDS and PCA plots obtained on the basis of SNP data in overlapping worldwide samples. In particular, we compared the individual-level two-dimensional MDS plot of Jakobsson et al. (2008) with the corresponding individual-level PCA plot of the first two principal components in Biswas et al. (2009). For the MDS plot, we used coordinates from the individual-level SNP-based MDS plot presented by Jakobsson et al. (2008), in which MDS
Figure 4: Distribution of the permutation test statistic $t$, comparing a geographic map of sampling locations (Figure 3A) and a SNP-based MDS map (Figure 3B) in worldwide populations. The value of $t_0$, the permutation test statistic obtained from the unpermuted data, is represented by the blue vertical line, and it equals 0.799 ($P < 0.0001$).

was performed on an individual-level allele-sharing genetic distance matrix. The PCA coordinates from Biswas et al. (2009) were based on the analysis of 643,884 autosomal SNPs and 944 unrelated individuals from 52 populations (Li et al., 2008), using SNP genotypes normalized according to eq. 3 of Patterson et al. (2006). PCA coordinates from Biswas et al. (2009) were kindly shared by J. Akey. The datasets underlying the MDS and PCA plots have considerable overlap, in that 433 individuals are included in both datasets.

We applied Procrustes analysis to the common set of 433 individuals, represented by 433 pairs of points, one each in the MDS and PCA plots. The 433 points in the PCA plot were transformed to produce an optimal alignment with the 433 corresponding points in the MDS plot. The optimal transformation was then applied to all 944 points in the PCA plot.

Figure 5A shows the individual-level MDS plot of genetic data, in which 443 individuals from 29 populations are included (Jakobsson et al., 2008). The orientation of this figure was determined by Procrustes transformation, aligning individual-level MDS coordinates to the geographic coordinates of the individuals. Figure 5B shows the Procrustes-transformed PCA plot with all 944 individuals from 52 populations included. The two plots are quite similar, with the larger number of points present in the PCA plot filling in gaps visible in the MDS plot. Considering 10,000 permutations of the labels in the PCA plot of the 433 shared points, we find that $t_0 = 0.993$ with $P < 0.0001$. This high value of $t_0$ indicates a very strong con-
Figure 5: Procrustes analysis of genetic coordinates obtained using MDS and PCA. (A) MDS plot of genetic variation for 443 individuals from 29 worldwide populations, based on data from Jakobsson et al. (2008). (B) Procrustes-transformed PCA plot of genetic variation for 944 individuals from 52 worldwide populations, based on data from Biswas et al. (2009). The Procrustes analysis relies on a subset of 433 individuals included in both datasets. Note that unlike Biswas et al., our plot splits the Han and Han (N. China) groups, so that the 944 individuals are separated into 53 populations rather than 52. A histogram of the \( t \) statistic across 10,000 permutations appears in the lower right corner (\( t_0 = 0.993, P < 0.0001 \)).
SNPs and CNVs

Our final comparison examined the similarity of MDS plots obtained using different types of markers collected in the same samples. We compared an MDS plot on the basis of 396 copy-number-variable loci reported by Jakobsson et al. (2008) to the SNP-based MDS plot in the same worldwide populations. The population-level CNV genetic distance matrix was obtained as in Jakobsson et al. (2008). MDS and Procrustes computations were conducted in the same manner as in the analysis of worldwide SNPs and geography.

The CNV-based and SNP-based MDS plots are qualitatively dissimilar, with the SNP-based plot (Figure 3B) resembling the geographic sampling locations (Figure 3A), and the CNV-based plot (Figure 6A) instead having all except three points located near the center. The similarity statistic between the CNV-based and SNP-based plots reflects this relative discordance ($t_0 = 0.285, P = 0.1536$). Removal from the two MDS plots of the three outlier populations — Kalash, Melanesian, and Papuan — followed by reapplication of Procrustes analysis leads to greater qualitative similarity (Figure 6B). Although the similarity statistics in Figures 6A and 6B are not strictly comparable because of the different numbers of points in the two plots, it is noteworthy that upon removal of the outliers, the $t$ statistic between the CNV-based and SNP-based MDS plots increases to $t_0 = 0.400 (P = 0.0292)$.

The importance of the three outlier populations in determining the nature of the axes in the CNV-based MDS plot is potentially a consequence of high genetic distances in comparisons involving these populations (Table S1 of Jakobsson et al. (2008)). These high distances result from high numbers of CNVs detected in the three outlier populations (Jakobsson et al., 2008), which in turn might trace to high values in these populations of a tuning parameter used in the CNV genotyping assays (Itsara et al., 2009). CNV genotypes were obtained using PennCNV (Wang et al., 2007) applied to genome-wide genotyping intensity signals. For a given sample, the variability of genotyping intensity across the genome influences the ability of PennCNV to identify CNVs (Wang et al., 2007; Itsara et al., 2009). The “standard deviation of the log R ratio,” henceforth denoted $s$, provides a measure of this variability, where the log R ratio at a given (biallelic) site considers $\log_2$ of the ratio of the genotyping intensity for one allelic type to the intensity for the other type. Higher values of $s$ lead to greater difficulty in accurate CNV identification by PennCNV, systematically giving rise to additional false-positive CNV detections.

The Procrustes approach enables us to assess the hypothesis that the dissimilarity of the CNV-based and SNP-based MDS plots in Figures 6A and 3B ultimately traces to high-$s$ low-quality genotyping assays in outlier populations. We first varied the maximal value of $s$ allowed for samples included in the analysis. Among 443 unrelated individuals studied by Jakobsson et al. (2008), the CNV-based MDS
Figure 6: Procrustes analysis of CNV-based MDS genetic coordinates. (A) Procrustes-transformed MDS plot for CNV data, aligned to the SNP-based MDS plot in Figure 3B. A histogram of the $t$ statistic across 10,000 permutations appears in the upper right corner ($t_0 = 0.285$, $P = 0.1536$). A version of the MDS plot without the Procrustes transformation appeared in Figure S14 of Jakobsson et al. (2008). (B) Procrustes-transformed CNV-based MDS plot, excluding three outliers, aligned to the restriction of the SNP-based MDS plot in Figure 3B to the 26 non-outlier populations. The three outlier populations are Kalash, Melanesian, and Papuan. A histogram of the $t$ statistic across 10,000 permutations appears in the upper right corner ($t_0 = 0.400$, $P = 0.0292$). The population labels and colors follow those of Figure 3, and for each graph, the center of the cross represents the centroid of the points plotted.
Table 1: Sizes of CNV datasets reduced according to cutoffs on the standard deviation of the log R ratio.

<table>
<thead>
<tr>
<th>Cutoff on the standard deviation of the log R ratio (s)</th>
<th>Number of individuals including relatives</th>
<th>Number of individuals excluding relatives</th>
<th>Smallest sample size across populations when excluding relatives</th>
<th>Number of autosomal non-singleton CNV loci when excluding relatives</th>
</tr>
</thead>
<tbody>
<tr>
<td>0.20</td>
<td>351</td>
<td>320</td>
<td>2</td>
<td>208</td>
</tr>
<tr>
<td>0.21</td>
<td>371</td>
<td>340</td>
<td>3</td>
<td>231</td>
</tr>
<tr>
<td>0.22</td>
<td>386</td>
<td>355</td>
<td>3</td>
<td>243</td>
</tr>
<tr>
<td>0.23</td>
<td>402</td>
<td>370</td>
<td>4</td>
<td>255</td>
</tr>
<tr>
<td>0.24</td>
<td>413</td>
<td>379</td>
<td>4</td>
<td>272</td>
</tr>
<tr>
<td>0.25</td>
<td>418</td>
<td>384</td>
<td>5</td>
<td>285</td>
</tr>
<tr>
<td>0.26</td>
<td>425</td>
<td>389</td>
<td>5</td>
<td>298</td>
</tr>
<tr>
<td>0.27</td>
<td>431</td>
<td>395</td>
<td>5</td>
<td>332</td>
</tr>
<tr>
<td>0.28</td>
<td>443</td>
<td>405</td>
<td>5</td>
<td>396</td>
</tr>
</tbody>
</table>

MDS analyses of the eight new CNV datasets proceeded using the same methods as were used in the analysis of the initial $s < 0.28$ dataset. For each CNV dataset, we constructed an allele-sharing population-level genetic distance matrix in the same manner as was done by Jakobsson et al. (2008) for the $s < 0.28$ dataset. We then performed MDS and used Procrustes analysis to compare the resulting plots to the SNP-based MDS plot in Figure 3B.

Figure 7 displays the Procrustes-transformed CNV-based MDS plots based on the nine choices of the cutoff on $s$. As the cutoff decreases, the resemblance of the MDS plot to the SNP-based MDS plot in Figure 3B increases. The smallest values of the cutoff on $s$ lead to MDS plots with a similar triangular structure to the plot obtained with SNPs: populations from Africa lie in the lower left corner, populations from the Middle East and Europe lie near the top, populations from the Americas lie on the right, and populations from Asia lie along an upper edge. The values of $t_0$ are greatest for the lowest values of the cutoff, and all plots except the $s < 0.28$ plot produce $P < 0.0001$. Figure 8 shows that for cutoffs of 0.25 or less, $t_0$ is quite high, greater even than the value of $t_0$ for the comparison of SNPs and geography in Figure 4. The $t_0$ statistic is somewhat lower with cutoffs $s < 0.26$ and $s < 0.27$, and it is considerably lower with the original cutoff of $s < 0.28$. 

http://www.bepress.com/sagmb/vol9/iss1/art13
DOI: 10.2202/1544-6115.1493
Table 2: Number of unrelated individuals in each of 29 populations, in CNV datasets reduced according to cutoffs on the standard deviation of the log R ratio.
Figure 7: Procrustes analysis of CNV-based MDS genetic coordinates, for nine separate choices of the cutoff on \( s \) for inclusion of samples in the CNV data. Each graph represents a Procrustes-transformed MDS plot for the CNV data based on a particular choice of the cutoff on \( s \), aligned to the SNP-based MDS plot in Figure 3B. The \( s < 0.28 \) MDS plot is the same as the plot in Figure 6A. In increasing order of the cutoff on \( s \), the values of \( t_0 \) are 0.862, 0.859, 0.892, 0.860, 0.867, 0.827, 0.742, 0.648, and 0.285. For the cutoff of 0.28, \( P = 0.1536 \), and for all other cutoffs, \( P < 0.0001 \). The population labels and colors follow those of Figure 3, and for each graph, the center of the cross represents the centroid of the points plotted.
Figure 8: Relationship of the $t_0$ similarity statistic between CNV-based and SNP-based MDS plots to the cutoff on the standard deviation of the log R ratio.

Thus, Procrustes analysis of reduced CNV datasets suggests that CNVs produce similar patterns of population structure to those observed with SNPs. When restricting the CNV dataset to smaller sets of individuals with more reliable CNV detection, as represented by lower values of $s$, the similarity of CNV-based MDS plots to the SNP-based MDS plot increases. This result supports the view that high values of $s$ for certain individuals from the Kalash, Melanesian, and Papuan populations explain the outlier status of these populations in previous analysis of CNV population structure (Jakobsson et al., 2008). As suggested by Itsara et al. (2009), it is likely that high-$s$ individuals produce numerous false-positive CNV genotypes; however, removal of these individuals only reinforces the observation of Jakobsson et al. (2008) that a general similarity exists between CNV-based and SNP-based inferences of population structure.

**Discussion**

The Procrustes approach for investigating the concordance of separate sets of spatial positions has been used for diverse biological problems, particularly in the context of morphometric data (Bookstein, 1996; Dryden and Mardia, 1998; Adams et al., 2004). We suggest that this approach similarly has considerable potential for use with population-genetic data. Our examples quantitatively comparing genes and geography through the use of Procrustes analysis strengthen the evidence for pat-
terns previously identified qualitatively. They support a strong role for geography in predicting patterns of population structure, both in Europe and worldwide. Our Procrustes example with CNV-based and SNP-based MDS plots shows that the similarity of CNV-based inference of human population structure to SNP-based inference is greater than had been reported previously with a permissive cutoff for sample inclusion in CNV analysis.

In agreement with Itsara et al. (2009), our Procrustes analysis supports the view that the difference between CNV-based and SNP-based inference in our previous work (Jakobsson et al., 2008) was due to use of a permissive cutoff. However, in contrast to the claim of Itsara et al. (2009) that there is “limited evidence for stratification of CNVs in geographically distinct human populations,” our use of a more restrictive cutoff leads to the conclusion that population structure is detectable on the basis of CNVs, and that the CNV population structure pattern has a strong concordance with that inferred using SNPs. The concordance between CNV-based and SNP-based MDS plots, $t_0 = 0.892$ for the $s < 0.22$ cutoff on the standard deviation of the log R ratio, exceeds the concordance between the SNP-based MDS plot and the geographic coordinates of sampling locations.

We note that many alternatives to the Procrustes approach exist for aligning sets of points, including methods that are robust to the presence of outliers (Rohlf and Slice, 1990; Dryden and Mardia, 1998). In addition, the Mantel coefficient (Mantel, 1967; Sokal and Rohlf, 1995) and the $RV$ coefficient (Robert and Escoufier, 1976; Heo and Gabriel, 1998) provide alternatives to the Procrustes $t$ statistic for measuring the similarity of pairs of plots. To compare $t$ and the $RV$ coefficient, for each of the CNV-based MDS plots in Figure 7, we repeated our comparisons to the SNP-based MDS plot in Figure 3B, substituting the $RV$ coefficient in place of the $t$ statistic. The correlation of $RV$ and $t$ across the nine plots was high ($r = 0.994$), and $P$-values from permutation tests with $RV$ were similar to those with $t$ ($P = 0.2836$ for the $s < 0.28$ plot and $P < 0.0001$ for all other plots). However, while the $t$ statistic and the $RV$ coefficient appear to perform similarly, $t$ is perhaps more intuitive in the Procrustes context, as it is a simple function of the sum of squared Euclidean distances between corresponding points in the two plots when the plots are optimally aligned.

The computations we have performed involve comparisons of genes and geography, comparisons of results from two separate multivariate analysis techniques (PCA and MDS), and comparisons of inferences from separate types of markers. However, the Procrustes approach has several other potential uses in population genetics. The Procrustes $t$ statistic can provide a method for comparing PCA or MDS plots based on observed data to those based on simulations, thereby assisting in evaluating the fit of PCA and MDS patterns in population-genetic data to those that population-genetic models predict. The Procrustes approach also enables
the comparison of variant analyses performed with the same multivariate analysis technique, such as in examining MDS plots based on different genetic distances or based on different bootstrap replicates. As in our example comparing PCA results of Biswas et al. (2009) and MDS results of Jakobsson et al. (2008), Procrustes analysis can be used in integrating separate results on the basis of sample sets that overlap only partially. In our investigation of multiple analyses of CNVs, we based the comparison on similarity to a reference dataset; if no natural basis exists for selecting a particular dataset as the reference, such as in comparing multiple genetic distances, bootstrap replicates, or repeated simulations, a generalized Procrustes technique can be used, in which results from the various analyses are transformed iteratively until a sum considering all pairs of configurations cannot be further reduced (Gower, 1975; Dryden and Mardia, 1998). In all these applications, Procrustes methods can make the results of separate analyses of standard data sets commensurable. Further, Procrustes analysis is applicable to data both in two dimensions and in higher-dimensional spaces for which no simple visual alternative exists. Thus, the examples we have considered represent only a small subset of the category of problems in population genetics for which the Procrustes approach might provide an informative tool for data analysis.

References


Published by The Berkeley Electronic Press, 2010


